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Abstract – Some design choices are described for blockchain systems: cardinal vs. 
ordinal date proof, internal vs. external data storage, cleartext vs. ciphertext, fixed 
vs. open format, and distributed vs. centralized chain control.  Relative advantages 
and disadvantages are described for various implementations.  Given the current 
rapid proliferation of proposed blockchain systems, and their planned adoption in 
multiple diverse applications, careful attention should be paid to selecting 
architectures that can meet long term operational needs.  For example, some 
design choices may result in unsustainable bloat of the blockchain, reducing future 
utility, whereas others permit information to be registered in a blockchain while 
preserving confidentiality of the information.  A real-world example of cardinal date 
proof for documents is explained, establishing a no-later-than date-of-existence as 
of 19 March 2009, along with a unique capability for extending the date-of-
existence proof to documents that are available only as printed paper copies, 
without requiring the original digital files.  

Keywords – Block chain; blockchain; digital fingerprint; integrity verification.  

 

I.      INTRODUCTION  

In simple terms, a blockchain is a set of information blocks with a self-evident 
unique sequential order.  That is, given a set of information blocks, such as digital 
files, every honest observer will independently sort the set of blocks into the same 
unique sequence of occurrence, without requiring the observer to trust or defer to 
any other entity.  Leveraged properly, a blockchain can enable trust, despite the 
absence of any trusted entity.  

 
The creation of a blockchain can be accomplished by iterative use of hash 

functions to produce a series of message digests (a.k.a. “hash values”).  To 



 

 

generate a new block in the chain, the operator hashes the combination of the 
current block plus an earlier-generated message digest that is cumulative of all prior 
blocks and their message digests.  Specifically, block N is hashed along with a prior 
message digest (N-1), that includes block (N-1), to produce message digest N, and 
then block (N+1) is hashed along with message digest N to produce message digest 
(N+1).  Whether message digest N is merely appended to block (N+1) only for the 
purposes of hashing, or whether message digest N is actually a defined portion 
inside of block (N+1), the resulting chain relationship is still provably unique.  

 
The process of creating a blockchain is illustrated in Fig. 1, reproduced from figure 

3 of the seminal Bitcoin paper by Satoshi Nakamoto (“Nakamoto paper”), published 
on 31 October 2008 [1, 2].  
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Fig. 1:  Bitcoin’s Blockchain Process According to the Nakamoto Paper  

 

Multiple different hash functions are available for use, for example the SHA-1, 
SHA-256, SHA-512, and others.  Bitcoin uses the SHA-256, although there is no 
inherent requirement for other blockchains to use the same one – or even to use 
only a single hash function.  A hash function is essentially a mathematical process 
that treats the data in a digital stream, such as the bits of a computer file, as a set 
of numbers to use in a complex process.  The output is a hash value number 
(“message digest”) that, hopefully, cannot be used or otherwise manipulated to 
meaningfully guess the contents of the original input file, and is also effectively 
unique to that particular file.  That is, the hash function is designed such that, even 
after hackers and security experts study the mathematical process, it should 
hopefully be overly burdensome for anyone to later create a second computer file, 
different than the first one, that matches the same message digest.  The occurrence 
of two different data streams producing the same message digest is called a 
collision.  The use of two different hash functions, simultaneously, makes the 
intentional creation of a collision effectively impossible for current computing 
systems, even if one of the hash functions is later found to theoretically be subject 
to compromise with a feasible level of effort.  

 



 

 

II.      SIMPLE BLOCKCHAIN EXAMPLE  

A simple example of a blockchain self-proving the unique order of its blocks is 
illustrated Figs. 2 and 3.  Fig. 2 shows a set of four blocks of data, each containing 
80 characters.  One block contains 40 random-appearing hexadecimal characters 
(the numbers 0-9 and letters A-F), followed by a set of 40 capital letter I’s.  The 
three other blocks are somewhat similar, but each contains a different set of 
repeating letters: G, B or T.  At first glance, it may appear that there is no 
relationship among the blocks.  However, there is a solid relationship that requires 
them to have been created in a particular order, as will be explained.  

 

 

Fig. 2:  A Set of Four Data Blocks  

 

Using the SHA-1 hash function, the message digest for the block containing I’s is 
calculated to be 7A14E377 C203E79B 14309B18 03E87B14 D9C54A22 (spaces 
added for clarity).  This message digest is 40 hexadecimal characters, and can be 
found within the block that also contains 40 T’s.  Similarly, the SHA-1 message 
digest for the block containing 40 T’s can be found within the block containing 40 
B’s, and the SHA-1 message digest for the block containing 40 B’s can be found 
within the block containing 40 G’s.  This is shown in Fig 3.  
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Fig. 3:  Using the SHA-1 to Determine Block Order  

 

There is only one reasonable interpretation of Fig. 3:  The block containing 40 I’s, 
and 40 random-appearing characters must necessarily have existed, with its current 
content, prior to the block containing 40 T’s being created with its current content.  
This is because the block containing 40 T’s contains the SHA-1 message digest of 
the block containing 40 I’s.  The nature of the SHA-1 hash function is such that, 
given a set of the target characters 7A14E377 C203E79B 14309B18 03E87B14 
D9C54A22, it would not have been reasonably feasible to have created the current 
block of 80 hexadecimal characters at a later time, in order to produce a message 
digest matching the set of target characters.  Instead, the block of 80 characters 
existed first, and its message digest was generated afterward.  As a side note, the 
set of random-appearing characters in the block with 40 I’s, is the SHA-1 message 
digest of the three characters “abc” – a well-known published test vector result.  

 
Also shown in Fig. 3, is that the block containing 40 T’s must have existed, with its 

current content, prior to the creation of the block containing 40 B’s; the block 
containing 40 B’s must have existed, with its current content, prior to the creation 
of the block containing 40 G’s.  Thus, the order of existence is necessarily the 
blocks with I’s first, then T’s, then B’s, and only then G’s.  

 
This order is independently determinable by anyone with access to any FIPS 180-

1-compliant SHA-1 program, because the SHA-1 message digests can be 
independently recreated – merely by copying the 80 characters exactly from Fig. 2, 
and eliminating carriage returns along with any other possible extraneous bits.  Also 
independently verifiable, is the difficulty in creating an arbitrary block of characters 
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that differs from all of the blocks in Fig. 2 and yet matches any one of the message 
digests.  Thus, no alternate ordering of the blocks is reasonably feasible.  

 
The consequences of changing even a single character in a block is illustrated in 

Fig 4.   In Fig. 4, the final character of the set of 40 I’s is changed to an X.  This 
drastically changes the SHA-1 message digest, as shown.  

 

Fig. 4:  Effect of Changing a Single Character  

 

This result can also be used to create confidence in the integrity of a particular 
block.  If the subsequent block contains the proper message digest, then the tested 
block must necessarily be an exact match with the version that had previously 
existed, prior to the time of creation of the subsequent block – without even the 
slightest difference.  This means that no data can have been added, deleted, or 
changed since the inclusion of the message digest in the subsequent block.  

 

III.      CARDINAL VS. ORDINAL DATE PROOF  

As described, a blockchain inherently provides both ordinal date proof and a basis 
for data integrity verification; however something additional is required for cardinal 
date proof.  Ordinal measurements are relative, for example longer or shorter for 
dimension, heavier or lighter for weight, and preceding or subsequent for date.  In 
contrast, cardinal measurements are fixed absolutes, such as one inch for 
dimension, one newton for weight, and 18:10:00 GMT on 31 October 2008 for date 
(the timestamp of the Nakamoto paper [2]).  Because blockchains self-prove the 
unique sequential order of blocks, the information contained within those blocks 
necessarily has ordinal date proof.  That is, the provable date (whatever it may be) 
for any information that is contained in block N must precede the provable date 
(whatever it may be) for any information contained only in block (N+1) or 
subsequent blocks.  
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As currently implemented, Bitcoin inherently provides only ordinal date proof.  For 

the primary purpose of the Bitcoin blockchain, identifying the current owner and 
lack of double-spending attempts, this ordinal-only date proof is sufficient.  
However, in some financial transactions for which specific timing information can be 
important, such as deposits into interest-bearing accounts and other payments that 
are subject to specified due dates, cardinal date proof may be necessary.  

 
Additionally, there are classes of documents for which a provable cardinal date, 

along with verification of document integrity since that date, can be of notable 
utility.  These include legal documents for which the potential of forgery may be a 
serious consideration, such as contracts and estate planning documents; technical 
documents that can later be used to resolve intellectual property (IP) disputes, such 
as trade secret theft and prior use rights; and even website pages and reference 
documents.  Although many manifestations of blockchains cannot handle the 
insertion of arbitrarily-sized documents, due to the excessive bloat that would 
occur, the insertion of digital fingerprints representing the documents (for example, 
one or more message digests), along with external storage of document copies, can 
permit the registration and resulting date-proof for significant numbers of large 
documents, while maintaining a manageable block size.  More detail on this 
blockchain design choice is provided in a subsequent section, Internal vs. External 
Data Storage.  

 
Cardinal date proof can be established by publishing a digital fingerprint of a 

particular block in a widely-dispersed dated reference.  For example, a blockchain 
system was developed for proving date-of-existence and information integrity (i.e., 
lack of alteration since that provable date) for trade secret documents, and is 
described in US Patent No. 7,904,450, filed on 25 April 2008 (predating the 
Nakamoto paper by more than 6 months) [3].  It uses a 256-byte ASCII text 
document record, comprising a 168-character sequence as a digital fingerprint for a 
document.  The digital fingerprint is 128 single-byte ASCII characters representing 
the 512 bits of a SHA-512 message digest, followed by 40 characters representing 
the 160 bits of a SHA-1 message digest.  Another 88 characters are used for 
timestamping, software version and administrative information, and also an index 
number to facilitate location of records within a database edition (block).  At a 
selected time, a particular block is closed out by setting aside a copy to which no 
more records will be appended; the block is publicized, a record is created for that 
block, and that record is placed into the subsequent block.  New incoming 
document records are then appended to the new block until that one, too, is closed 



 

 

out.  For this system, the digital fingerprint of each closed-out block can be 
published in the Legal Notices section of the USA Today printed newspaper, 
although the classified ad section of the Wall Street Journal can also been used.  
This process is indicated in Fig. 5, and is further described in the patent’s figure 3 
and columns 9-13 [3].  
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Fig. 5:  Alternative Blockchain Implementation with Cardinal Date Proof  

 

Naturally, there is an unavoidable delay between the generation of the digital 
fingerprint for a closed-out block and the publication of that digital fingerprint in a 
published printed media.  So the cardinal date proof then necessarily lags the close-
out of the block.  In many situations, this delay is acceptable, because the proof of 
the publication date is so robust.  At a later time, establishing proof for the date is 
nearly trivial: the skeptical challenger merely hashes the block independently and 
finds a copy of the public record for a comparison that will validate the block’s 
integrity since the date of that public record.  

 
As a substitute for printed publication as the mechanism for date proof, a 

consensus among a large number of disparate, disinterested parties, who have 
reliable records of receipt of a closed-out block, might instead be adequate.  For 
example, if a sufficient number of people and companies who participate in Bitcoin 
retain reliably time-stamped copies of each block, then these records might 
constitute sufficiently convincing proof as to the date of existence of that block, and 
thus the date of existence of the information contained within that block.  In this 
manner, blockchains that are not necessarily operated in a way to provide cardinal 
date proof may nevertheless do so, anyway.  

 
An example of the potential value of registering contracts in a cardinal date proof 

blockchain arises when examining the 2012 case of Paul Ceglia forging a purported 
2003 contract with Mark Zuckerberg [4].  According to a criminal complaint filed in 
the Southern District of New York, Ceglia did actually have a contract with 



 

 

Zuckerberg, but it was for a project unrelated to Facebook.  Ceglia tampered with 
the contract by replacing one page with a new one that indicating a transfer of 
interest in Facebook [5].  Ceglia leveraged the existence of the existing contract to 
introduce the forgery.  Zuckerberg was unable to dispute the existence of any 
contract, so the issue for the civil lawsuit became: which version of the contract – 
Ceglia’s  or Zuckerberg’s – was the authentic one?  Fortunately for Zuckerberg and 
Facebook, there was sufficient forensic evidence available to detect the forgery.  In 
other situations, however, the forger could have more skill or luck, and thus the 
victim might not have access to similarly convincing evidence.  The consequences 
could include the risk of an erroneous, yet catastrophic, adverse legal judgement for 
the victim.  

 
A blockchain system that provides cardinal date proof could be used to reduce 

such risks in the following manner:  The final draft of the contract, prior to 
signature, is registered in a blockchain; the draft is then signed by all parties with 
the blockchain registration annotated by the executors, and a copy of the signed 
version is then registered in the blockchain, to show that all parties signed the same 
version.  Years later, if at least one authentic copy of the contract still exists, there 
will be a provable date of existence at approximately the date of execution.  Any 
forged version, that is a result of later tampering, will be competing for 
consideration in a legal dispute against the registered version.  At that point, it 
should be an easy call, regarding which version is authentic.  

 

IV.      INTERNAL VS. EXTERNAL DATA STORAGE  

One class of documents that can typically benefit from cardinal date proof, even 
with a time lag, is technical documentation of trade secrets, such as chemical 
formulas, design specifications and engineering drawings.  Because the Bitcoin 
blockchain was developed for proving ownership and lack of double-spending for 
digital currency it has a requirement that is incompatible with registering 
confidential documents: Bitcoin’s financial ledger must necessarily be readable by 
anyone with a need to reference it for verifying ownership of some of the currency.  
Trade secret documents that are intentionally kept confidential and hidden from 
public disclosure should not be entered into a public ledger.  

 
Fortunately, there are multiple ways to accomplish date proof while maintaining 

confidentiality of the documents (secrecy for the content of the registered 
documents).  One method is to encrypt the documents prior to inserting them into 
the blockchain; this will be discussed in the following section.  Another method is to 



 

 

insert only digital fingerprints of the documents into the blockchain, while storing 
the documents themselves elsewhere – external to the blockchain.  

 
With an internal storage blockchain, the actual information to be proven is placed 

as data inside the blocks, either in cleartext or ciphertext, whereas with an external 
storage blockchain only the digital fingerprints of the documents appear within the 
blocks.  There are advantages and disadvantages to both architectures.  An internal 
data storage system can easily suffer from bloat, if large documents are inserted.  
Typically, the amount of information that can be protected is thus quite limited in 
size.  However, document owners are not saddled with the burden of maintaining 
storage indefinitely, since the information travels along with the blockchain and the 
participating members of the blockchain community are burdened with the storage 
expenses.  

 
With an external data storage system, a single block can register millions of 

documents of arbitrarily large size.  However, there is a cost for this compactness in 
the blockchain itself.  Document owners, or some other interested parties, must 
then maintain reliable storage capabilities for the registered documents at their own 
expense, preventing even the slightest alteration, in order to enable correct 
reproduction of the message digests at a later time.  A representative blockchain 
architecture, with external data storage and designed-in cardinal date proof 
capability, is illustrated in Fig. 6.  

 
As indicated, the registered documents remain external to the blockchain, while 

hash function message digests representing the documents are carried within the 
blockchain.  In the illustrated system, the record for a prior block appears 
indistinguishable within a database edition (i.e., within a block) from the records of 
other registered documents.  

 



 

 

Edition

Hash

Edition

Hash

Record …Record Record …Record

Prior

Edition

Hash HashHash HashHash

DocumentsDocuments

 

Fig. 6:  Blockchain Implementation with Cardinal Date Proof and External Data 
Storage  

 

In the event of a dispute, that could be settled by a document owner producing a 
copy of a registered document, a blockchain system that provides cardinal date 
proof can be used to insulate the document owner from charges of backdating the 
document or altering its content.  However, if the document is registered with an 
external data storage blockchain, there are additional steps in the date proof:  Not 
only must the block (or edition) be dated, as indicated in the prior section, but the 
digital fingerprint for the document must be independently generated and then 
found in the proper date-established block.  

 
Fortunately, though, if there is no dispute involving a registered document, that 

document may remain confidential indefinitely.  With an external data storage 
blockchain, registration does not require disclosure of contents, unless necessary to 
resolve a dispute involving that document.  

 

V.      REAL WORLD EXAMPLE OF CARDINAL DATE PROOF FOR 

CONFIDENTIAL DOCUMENTS  

An example of a real-world cardinal date proof is provided in Fig. 7.  A page from 
the USA Today print newspaper is shown, with magnifications of the date, 
“Thursday, March 19, 2009”, and a set of hexadecimal characters following the 
heading “ANNOUNCEMENTS” in the classified ad section.  The first 128 hexadecimal 
characters is the SHA-512 message digest of some data file, the following 40 
hexadecimal characters is the SHA-1 message digest of that same file.  That is, the 



 

 

SHA-512 message digest is 4E60D4F9 D1038009 31AD8682 7D52DE7B FC614486 
A032DB7A A004A6D4 C3A4193E A0C717E7 592CA729 0A5DBA97 888BAF50 
48E799D3 2C229009 FA42CF28 99CC74B4, and the SHA-1 message digest is 
7B900040 A817BF45 1DCE73E6 A2D8036F 266E693B.  The characters 002 refer to 
a software version, and 090310a is the identification of the edition (the block) in the 
blockchain.  The edition is named according to its close-out date: 09 for the year 
2009, 03 for the month of March, 10 for the day in March, and the letter “a” 
indicates that it was the first edition closed out on that particular date.  

 

Fig. 7:  Example of Real-World Cardinal Date Proof  

 

Thus, there is an assertion that a particular edition in the blockchain existed as of 
10 March 2009, although the provable date is 19 March 2009.  The delay between 
March 10 and March 19 was largely caused by concerns from the editors of the USA 
Today newspaper regarding the potential for encoding covert messages to terrorist 
groups within the stream of characters.  

 
The above assertion regarding the provable date is independently verifiable.  A 

copy of a file named “090310a.ddl” is available at 
http://www.peddal.com/peddal_db/090310a.ddl.  Anyone can download that file 
and independently generate SHA-512 and SHA-1 message digests for that file, 
noting that some internet browsers will suggest saving the file with a “txt” 
extension, rather than with the “ddl” extension, because the ddl extension is not yet 
a sufficiently widely-recognized file extension.  As a courtesy, there is free software 
at http://www.peddal.com/ for generating SHA-512 and SHA-1 message digests, 
along with a copy of the source code that can be studied to ensure the absence of 
covert functionality; it can be independently compiled, to determine identical 
operation as the existing executable program.  

http://www.peddal.com/peddal_db/090310a.ddl
http://www.peddal.com/


 

 

 
Additionally, anyone can attempt to independently locate a copy of the 

19 March 2009 edition of the USA Today newspaper.  Upon locating a copy of the 
newspaper, obtaining a copy of the ddl edition, and independently generating the 
message digests, there should be no reasonable basis to dispute that the copy of 
090310a.ddl, that is available today, exactly matches the version that necessarily 
existed no later than 19 March 2009.  

 
Upon examination of the contents of 090310a.ddl (or 090310a.txt, depending on 

the file extension used when the independent copy is saved), it is apparent that the 
file contains 15 sections matching the above description of document records.  Each 
of the records ends with an index number, to facilitate location.  The index numbers 
for the records within this edition are 000001-00000F.  The first document record 
(with index 000001) is for the immediately prior edition in the blockchain, 
090909a.ddl.  Thus, 090310a.ddl provides both an ordinal and a cardinal date 
reference for the prior block in the chain.  The other 14 document records are for 
documents that have not all yet been made publicly available; some have been held 
in secrecy.  If, however, any of those documents becomes relevant to some 
dispute, and it is necessary to reveal the contents in order to settle the dispute, it is 
an easy task for anyone to independently generate the SHA-512 and SHA-1 
message digests for the document and locate the corresponding record within 
090310a.ddl.  At that point, it should become indisputable that the document had 
existed no later than 19 March 2009 and the current copy is identical, without even 
the slightest alteration – even if not a single person, other than the author, had 
ever seen it.  

 

VI.      APPLICATION OF BLOCKCHAINING TO WEBSITES  

Another class of documents that fits the off-line data storage model is website 
pages, including website pages themselves that are viewable in a browser, and also 
files that are available for download.  This application of a cardinal date proof 
system, with off-line data storage, permits establishing ages for website material.  A 
website operator can claim a date of existence for posted material, a website 
visitor’s browser can verify that claimed date, and internet search engines can then 
begin using provable age as a search criteria.  This is a potentially disruptive 
technology for the internet.  

 
The website operator would need to register a document record in a cardinal date 

proof blockchain, and place some indication at the website that the material had 



 

 

been registered.  This should likely include identification of the registered material, 
perhaps by filename, identification of the claimed date, identification of the 
blockchain, identification of the particular block (or database edition) in which the 
record can be found, and the record number.  Although many websites provide 
static documents for download, many others have dynamic data, such as 
advertising and custom-tailored information.  For website pages having a mix of 
static and dynamic content, html tags can be used to demark static content for date 
proof, and only the information between those tags would registered and then 
verified.  

 
A website visitor would need a browser configured to identify the claim of 

registration, independently generate the digital fingerprint of the identified material, 
locate the block at a trusted site, search for a matching digital fingerprint, and 
report either success or failure of the date verification to the user.  This does, 
however, introduce a twist to the blockchain concept:  The website visitor must 
trust some website’s representation of the established date for the block.  Such 
trust need not be blind, however, because if the blockchain is managed properly, 
the claimed date for the block can be independently verified off-line by a human.  A 
website, such as one that vouches for digital certificates, could also vouch for the 
provable cardinal date for a block.  The website visitor’s browser could trust that 
certificate site’s representation regarding the block’s date, leveraging any physical 
date verification performed by the certificate website operators.  For website pages 
having mixed static and dynamic content, it may be useful for the browser to 
indicate to the users which sections are date-proven, and which aren’t.  

 
Search engines can perform a similar function as a website visitor’s browser, 

although the robot crawler’s information will be dumped into a database, rather 
than displayed to a human.  Then at a later time, when the database is mined for 
search results to display to a user, the search engine can offer provable age as 
search criteria.  

 
Why is this important?  Scholarly researchers may find information age to be 

useful in some circumstances.  There is legal significance to the date-of-existence 
for some types of information, such as prior art used in intellectual property (IP) 
lawsuits and patent examination procedures.  Additionally, date proof does offer 
some security benefits.  

 
Older website material can present lower risk when the material is on a well-

visited website and there has been a prolonged period of traffic, with no reported 



 

 

malware.  One example of leveraging age to provide security comfort is for parental 
controls of a website browser to limit a child’s internet surfing to a set of 
predetermined website domains, and further to pages having some minimal, 
provable age.  This can give the parents some sense of assurance that their child 
will not be exposed to anything surprising that has not already had sufficient 
exposure time to have been vetted by others.  In general, an older website page 
with no dynamic data and no security reports is likely a safer page than one with no 
provable age.  

 

VII.      CLEARTEXT VS. CIPHERTEXT  

It is possible to retain document content confidentiality with internal storage 
blockchains, if the content is encrypted and inserted as ciphertext.  However, for 
some blockchains that require public dissemination of information in order to have 
proper utility, such as Bitcoin’s financial ledger, the data must be inserted as 
cleartext.  Internal ciphertext storage systems are still subject to bloat, unless the 
data sets are relatively small.  

 
Additionally, the information contained within the blockchain is exposed for 

unlimited exploitation attempts.  If decent encryption is used, that is resistant to 
brute-force attack, the primary vulnerabilities likely lie within the key management.  
If multiple documents use the same decryption key, and that key is discovered or 
reverse-engineered by an attacker, then that entire set of documents instantly 
becomes forever vulnerable, no matter what stage of the blockchain may hold 
them.  

 
For completeness of the definitions, external storage systems that use digital 

fingerprints to register documents may be considered a form of a ciphertext 
blockchain, although the message digests are not reversible like encryption.  

 

VIII.      FIXED VS. OPEN FORMAT  

The previously-described architecture design choices are not necessarily mutually 
exclusive.  Variations can often exist, unless uniformity is imposed by humanly-
enforced rules or software control.  For example, it may be possible to append 
ciphertext documents and digital fingerprints for externally-stored documents to a 
cleartext ledger, when closing out a block.  These actions then convert a cleartext 
blockchain into a mixed format one with partial ciphertext.  Clearly then, the 
blockchain becomes an open format system at this point.  However, if the blocks 



 

 

are to be later mined for data using automated software, it may be preferable for 
the system managers to enforce a well-defined format, solidly fixed to preclude 
random material that could confuse the data mining software, in order to minimize 
potential software runtime errors.  

 

IX.      DISTRIBUTED VS. CENTRALIZED CHAIN CONTROL  

A common feature of many existing digital currency blockchain systems is the use 
of distributed chain growth.  This results in decentralized, or distributed, growth of 
the blockchain.  There is no single entity that is authorized, or depended upon, to 
add new blocks to the chain.  Rather, multiple systems independently create new 
blocks, and the community then votes on which version to promulgate.  Non-
selected versions may then be abandoned.  

 
Although this is convenient, and perhaps necessary, for digital currency systems 

that are intended to be largely immune from governmental interference (for 
example, hiding account holder identities and frustrating attempts to confiscate 
funds), it is not a necessary mode of operation for established businesses that are 
not intending to use a blockchain for such insulation.  Distributed chain growth 
systems do not provide additional basis for trust in the contents of the blockchain.  
This is because the community’s trust in the blockchain contents is a result of the 
wide dispersion of the contents, preventing anyone from controlling all copies and 
thus rendering forgery attempts readily identifiable.  Such trust is equally attainable 
with a system that relies upon a central entity to collect inputs, assemble new 
blocks, link them into the chain, and then widely distribute the newly-chained 
blocks.  

 
The concept behind blockchains can be summarized thusly: “A mere lack of 

detecting forgery is not proof that forgery has not occurred – unless detection by 
anyone would be effectively trivial, and yet not a single person, even including 
those people having strong motivation to do so, is able to present a plausible theory 
that forgery has occurred.”  This concept does not require that the chain be 
assembled in a distributed fashion, but instead, merely requires that the contents of 
the blocks be widely distributed.  This can occur with centralized chain control 
systems, in which a single entity, or set of entities, assembles the chain by adding 
subsequent blocks and publicly distributing them.  

 
Although the decentralized nature of currency blockchains presents an attractive 

model for trust in the absence of a trusted entity, for many potential applications of 



 

 

blockchaining, the decentralization of the currency systems might go further than is 
necessary.  There are some detriments to the distributed chain control, relative to 
centralized chain control, including more challenging monetization, less control over 
participation, less predictability, unnecessary and potentially wasteful network 
traffic, and the need to stay connected for longer periods of time.  

 
With a centralized chain control, the entity controlling chain growth can limit 

contributions to some select group or participants.  That can have some notable 
negative consequences for the long-term viability of the blockchain.  For example, if 
the banking industry adopted a blockchain system for handling transfers among 
banks, it may be desirable for there to be some control over who can submit entries 
into the blockchain, so as to limit its growth to something that can be managed 
(and easily stored) long-term.  Whatever entity limits participation, perhaps based 
upon industry affiliation criteria, can also refuse entries into the blockchain for non-
payment of required participation fees.  Absent such a control point, not only is 
monetization more difficult, but there is a possibility that the blockchain might 
become hijacked by some unpredictable future occurrence, rendering its value to 
the industry short-lived.  That is, there is a possibility that something similar to a 
distributed denial-of-service (DDoS) attack could bloat a distributed chain control 
blockchain to the point of rendering storage overly burdensome – negatively 
impacting its viability.  

 
Additionally, a centralized chain control entity can use a preset publication 

schedule, so that the timing of new block additions is predictable.  If there is only a 
single source of new block additions, anyone submitting to the blockchain needs to 
submit to only that single entity, with reduced uncertainty as to whether their 
contribution will appear in the next block.  With a distributed system, however, 
anyone wishing to submit an entry into the blockchain has a less predictable route, 
given a potential plethora of subsequent block candidates and the inherently 
unpredictable nature of the community voting.  Anyone who, for cybersecurity or 
electrical power usage concerns, limits their connectivity to the community, risks 
missing voting and blockchain updates.  In contrast, a centralized chain control 
system eliminates the network traffic associated with voting and distribution of 
later-abandoned candidates, and there are no votes to miss when a participant 
disconnects from the network.  

 
Most financial institutions have no advantage to gain by using a blockchain system 

that is (largely) immune from governmental pressure and interference.  They do, 
however, require predictability and stability in the systems upon which they rely.  



 

 

Thus, many financial institutions should likely prefer to utilize a blockchain system 
having centralized chain control, for limiting growth and bloat and assembling the 
blocks in a manner that is designed for long-term viability.  In contrast, many digital 
currencies will likely prefer to remain as distributed chain growth systems, to 
preserve immunity from governmental pressures and interference.  

 

X.      VERIFYING PRINTED-ONLY DOCUMENTS WITH A BLOCKCHAIN  

When handled properly, a document can be registered in a block chain so that, at 
a later time the document’s integrity and date-of-existence can be verified – even if 
only a printed paper copy will be available and no digital copies of that document 
are in existence at the later time [6].  This unique capability has been shown in US 
Patent 7,676,501, and had been implemented by 3 February 2010.  That is, there 
are multiple documents for which a no-later-than date-of-existence of 
3 February 2010 can be proven using only printed paper copies – with no digital 
copy required [7].  The referenced video [7] identifies two documents, which are 
available at http://www.peddal.com/video_demo_feb_13_2011/D1.pdf and 
http://www.peddal.com/video_demo_feb_13_2011/D2.pdf.  

 
This assertion runs directly counter to the prevailing paradigm that, once printed 

to paper, the information necessary to reproduce a message digest for a document 
is forever lost.  The prevailing paradigm is that, attempting to hash a scanned 
document will necessarily result in false alarms for tampering, even if there had 
been none, because the original digital file can never be recovered.  This problem 
has now been solved, in some aspects, for textual documents.  

 
Using the new functionality, it is possible to generate a digital fingerprint for a 

document (one or more message digests) while it is still a digital word processing 
file, print the document onto paper, delete the only digital copy, scan the paper 
copy into a new computer file, and then accurately recreate the digital fingerprint 
(message digests) from the new scanned copy file.  The lapse of time – even if 
decades – and multiple conversions between paper and electronic versions, such as 
faxing, or scanning and emailing and then reprinting, will not disrupt the ability of 
the system to recreate the proper SHA-1 and SHA-512 message digests.  The only 
requirement is that the chain of copies must remain sufficiently legible for a reliable 
optical character recognition (OCR) operation on the scanned version.  Reliable OCR 
is attainable with proper font selection, and use of a spell-checker that identifies 
common errors such as interpreting “r n” as “m” or a lower case “L” as a number 
“1”.  

http://www.peddal.com/video_demo_feb_13_2011/D1.pdf
http://www.peddal.com/video_demo_feb_13_2011/D2.pdf


 

 

 
Consider the following hypothetical situation that illustrates the printed-only 

verification:  
 
Alice writes out her Will on her computer at her house, and prints it onto regular 

paper, using regular ink in a regular printer, with common printing function 
software drivers.  That is, there is no special paper, special ink, or special printer 
used, and the placement of the printed material on the paper is not modified, such 
as by micro-kerning, to create any hidden information.  All information printed onto 
the paper is easily perceived by a human reader.  The Will is five pages long; on 
page three, it states “I give Bob $1,000,000.00 (One Million Dollars).  I give Eve 
$1.00 (One Dollar).”  

 
Alice goes to her lawyer’s office, where her lawyer, Larry, has his notary, Nancy, 

notarize Alice’s signature on the final page.  Alice also initials each of the prior four 
pages, using her favorite pen.  Alice then returns home, sets her executed Will on 
her desk, and leaves her house for a short while.  No one, apart from Alice, Larry, 
and Nancy, has ever seen the Will, or has any idea of what it states.  

 
Eve had earlier eavesdropped on Alice, to learn Alice’s computer password, and 

now surreptitiously logs into the computer to alter and reprint page three with the 
names Bob and Eve swapped.  Eve’s forged version of page three states “I give Eve 
$1,000,000.00 (One Million Dollars).  I give Bob $1.00 (One Dollar).”  

 
Eve uses the same software, printer, and ink cartridge as Alice had used, and the 

piece of paper for the forged page three is the very next one in the paper tray.  Eve 
then picks it up using latex gloves, and uses Alice’s favorite pen to carefully trace 
Alice’s initials from the authentic page three.  The authentic page three is burned to 
ash, which is thoroughly dispersed beyond recovery.  The forged page three is 
carefully placed into the Will, at the expected location, and Eve leaves the scene.  

 
When Alice returns home, Larry sends an email to request a copy of the Will for 

his own records.  Without first reading it, Alice puts the altered Will, containing the 
forged page three, into her scanner and emails the scanned PDF copy to Larry.  
Larry prints it to paper and puts it into his file cabinet.  Neither Alice nor Larry 
notice that page three of is forged.  Later that day, Alice’s house burns down, 
completely destroying her computer and its contents, and her own paper copy of 
the Will.  There are no records of any kind, paper or digital, of Alice’s Will or 
preferences, apart from the single copy at Larry’s office.  



 

 

 
Twenty years later, Alice dies.  Bob and Eve go to Larry’s office to find that Larry 

and Nancy have both also died, and another lawyer, Lance, has taken over the law 
practice.  No email records exist from the exchange between Alice and Larry.  
Temporarily setting aside questions regarding the legal admissibility of a copy of a 
Will when the original is unavailable, Lance retrieves the forged, printed copy of 
Alice’s Will from the file cabinet.  There is no one alive, except Eve, who has ever 
seen the authentic Will or knows what it originally stated.  Thus, the only person 
who knows about the forgery is the forger herself.  

 
However, had Alice registered a draft of her Will using the printed-only system 

mentioned above, then it will take Lance only a matter of minutes to notice that 
page three had been altered.  With proper guessing to try reversing some suspect 
potential alterations, such as if Lance tries swapping the names Eve and Bob back 
to their original positions, Lance can ascertain that one of the guessed corrections is 
the original wording that Alice had executed.  

 

XI.      THEORY OF OPERATION OF THE PRINTED-ONLY VERIFICATION 

METHOD  

The fundamental concept that permits recovery of a message digest from a 
scanned paper copy is this: When the integrity verification process is intentionally 
blinded to potential alterations of some aspects of the document, the process can 
become significantly more robust for the other aspects.  This new trade-off is 
acceptable for documents intended for human language comprehension, because 
many aspects of documents are effectively irrelevant to comprehension.  For 
example, consider various versions of Alice’s Will being printed in different fonts, or 
with different margins and line spacing.  So long as the printing is legible, the legal 
significance of the wording is identical in all versions.  A forger, who merely 
changes the font size, but leaves all of the wording intact, will accomplish little 
disruption to Alice’s plans – if any at all.  Alterations that do not change a 
document’s legal significance or meaning can often be tolerable for text-only 
documents.  

 
In contrast, consider the situation of executable programs and binary data files.  If 

such files have even slight changes, this may indicate malicious logic with 
potentially catastrophic consequences.  Thus, this printed-only verification process 
is not suggested as being effective for anything beyond textual documents.  

 



 

 

For a more detailed explanation, consider that a document can exist in multiple 
states: word processing, printed onto paper, scanned into an image, and an image 
with accompanying OCR data.  Various processes, operating upon one document 
state produces another state.  This is illustrated in Fig. 8, with: S1 indicating the 
word processing state, P1 indicating the printing process, S2 indicating the printed 
state, P2 indicating the scanning process, S3 indicating the scanned image state, P3 
indicating the OCR process, and S4 indicating the state of a scanned image with 
OCR data.  

 

S1 S2 S3 S4P1 P2 P3

S5 S6

P4 P5

 

Fig. 8:  Document States and Processes  

 

Using the representation S2 = P1(S1), it can be seen by inspection, that S4 = 
P3(P2(P1(S1))).  To avoid false alarms in the integrity verification process, the 
message digest that will be created at a later time must match a message digest 
that has been created earlier.  So then, the question arises: Are there document 
states S5 and S6, such that a message digest created for S6, at some arbitrary time 
in the future, match the message digest of S5, which can be created when the 
document is in its known baseline state S1?  As an abbreviation, the question can be 
posed as whether S5 = S6.  

 
If so, then the printed state S2 can be verified as having authentic content, at any 

arbitrary time in the future, if the digital fingerprint of S1 had been registered in a 
blockchain.  Note that the verification of S2 will not extend to margins, font, or other 
formatting information.  Such conditions are relaxed, in order to permit the content 
verification process to be sufficiently robust.  The solution is posed as: There exist 
processes P4 and P5, such that S5 = P4(S1) = S6 = P5(S4), and thus P4(S1) = 
P5(P3(P2(P1(S1)))), while retaining human language comprehension.  

 
The processes P4 and P5 are not conceptually difficult to understand, when the 

solution is posed in this manner.  The processes are to discard all data that is not 
determinable with certainty from the printed copy, S2.  That is, all information – 
except what characters are actually printed – is discarded, and only the stream of 



 

 

printed characters is sent to the hash functions.  Different streams can be 
ascertained with certainty, using pagination information.  Some characters, such as 
quotation marks, can map to different ASCII characters, and so may be discarded in 
some versions, or changed to a consistent ASCII character.  Spaces and tabs are 
discarded, because the OCR process (P3) may guess incorrectly.  

 

XII.      SIMPLE EXAMPLE OF PRINTED-ONLY VERIFICATION  

A detailed explanation of the process is provided, using the above example of 
Alice’s Will, with overly simplistic content to preserve clarity.  The example version 
of Alice’s Will reads as follows: 

 
Page 1:  Last Will and Testament of Alice  
Page 2:  Second page.  
Page 3:  I give Bob $1,000,000.00 (One Million Dollars).  I give Eve $1.00 

(One Dollar).  
Page 4:  Fourth page. 
Page 5:  Notarized page 
  

The original word processing version, S1, is processed to extract only the ASCII 
characters that will actually print on the paper, in process P4.  The processed 
version of Alice’s Will, S5, is: 

 
LastWillandTestamentofAliceSecondpage.IgiveBob$1,000,000.00(OneMillionDo

llars).IgiveEve$1.00(OneDollar).Fourthpage.Notarizedpage 
The SHA-1 message digest of this stream of characters (without any carriage 

returns!) is: E04D59DB 30EE32BF 6DC02760 416F70C4 FF857897.  This message 
digest can be found within the document record index number 92 (in decimal, but 
listed as the hexadecimal value 5C) of the 160519a.ddl edition of the blockchain, 
available at http://www.peddal.com/peddal_db/160519a.ddl, which can be 
cardinally dated by a USA Today ad published on Thursday, 26 May 2016.  That is, 
this example can be used for independent verification of the claims herein, 
regarding reproducing a message digest from a printed-only document.  

 
The pagination information, since it is determinable from the printed version, can 

be used to generate message digests for each page.  The SHA-1 message digests 
are:  

 
Page 1:  LastWillandTestamentofAlice  

http://www.peddal.com/peddal_db/160519a.ddl


 

 

 53271AC0 75178758 E1104DF0 0A25B079 006BD744 
Page 2:  Secondpage.  
 C4D479D3 83AAE6D7 C3F25C2A D49DB146 1579A13F 
Page 3:  IgiveBob$1,000,000.00(OneMillionDollars).IgiveEve$1.00(One 

Dollar).  
 66A5DB19 958A5B41 23FCCC5B 549262A5 7B19A125 
Page 4:  Fourthpage. 
 B05BDACE 1AB8B688 569ECC2D A8470D7F C340FFAE 
Page 5:  Notarizedpage  
 DC85771C 921ABBBB 946AF016 187ACEEE E95E06F3 
 

When Alice is ready to print her Will, special functionality in her word processor 
ascertains pagination and generates these data streams, along with some others, to 
produce a set of message digests and a digital fingerprint suitable for registering in 
a blockchain.  Alice’s Will can then be later checked for (a) authentic content as an 
entire document, and (b) assurance that each of the pages belongs with the other 
in the same document.  Possibly, only the complete document content might be 
registered in a blockchain, whereas the page-specific message digests can be used, 
apart from the blockchain, to diagnose any possible page substitution forgery 
attempts.  

 
The first octet (eight characters) of various message digests are used as integrity 

verification codes (IVCs) to be printed in a footer on each page of the printed copy 
of the Will.  Since these IVCs are for a textual document, a collision attack would 
need to not only match the IVC values, but also contain plausible language.  This 
heightened burden on attackers permits the relaxation of the required IVC length.  
As illustrated in Fig. 9, the IVCs are placed in outlined footers on each page.  From 
left to right in the footers, the IVCs are (1) for the entire document, (2) for the prior 
page, (3) for the current page, (4) for the subsequent page, (5) for the cumulative 
section from the first page through the current page, and (6) for the cumulative 
section from the current page through the final page.  

 
On each page, left-most IVC will be identical.  The third and fourth IVCs on a 

particular page will become the second and third IVCs on the subsequent page, 
because what is current and subsequent on one page become prior and current on 
the following page.  This pattern is illustrated by arrows in Fig 10.  On the first 
page, the IVC for the prior page is all zeros, because there is nothing prior to the 
first page, and on the final page, the IVC for the subsequent page is also all zeros.  
Also, on the first page, the IVC for the cumulative section from the first page 



 

 

through the current page is just the IVC for the first page, although for the second 
page, that cumulative IVC represents both the first and second pages.  Similarly, on 
the final page, the IVC for the cumulative section from the current page through the 
final page is just the IVC for the final page, although for the penultimate page, that 
cumulative IVC represents both the final and second-to-final pages (pages four and 
five, in this example).  

 

E04D59DB   C4D479D3   66A5DB19   B05BDACE   A536749F   6356486F

Page 3 of 5

I give Bob $1,000,000.00 (One Million Dollars).  I give Eve $1.00 (One Dollar).

E04D59DB   66A5DB19   B05BDACE   DC85771C   036C800C  F477C4D1

Page 4 of 5

Fourth page.

E04D59DB   B05BDACE   DC85771C   00000000  E04D59DB  B05BDACE

Page 5 of 5

Notarized page

E04D59DB   53271AC0   C4D479D3   66A5DB19   C8A547BF   E4EBD66F

Page 2 of 5

Second page.

E04D59DB   00000000   53271AC0   C4D479D3   53271AC0   E04D59DB

Page 1 of 5

Last Will and Testament of Alice

 

Fig. 9:  Example Simple Will  

 



 

 

AAAAAAAA  00000000  11111111  22222222  11111111  AAAAAAAA

AAAAAAAA  11111111  22222222  33333333  BBBBBBBB  CCCCCCCC

AAAAAAAA  22222222  33333333  44444444  DDDDDDDD  EEEEEEEE

AAAAAAAA  33333333  44444444  55555555  FFFFFFFF  GGGGGGGG

AAAAAAAA  44444444  55555555  00000000  AAAAAAAA  55555555

 

Fig. 10:  Relationships of Footer IVCs on Different Pages  

 

When Eve forges the third page, she has a choice.  She can either permit the 
software to automatically calculate and populate the footer of page three with the 
new IVCs, or she can additionally forge the footer on the altered page three, to 
make it agree with the authentic page three.  If Eve uses the automatic IVCs, the 
forged page three will appear as in Fig. 11, with IVCs that do not match the pattern 
shown in Fig. 10.  Without additionally forging the footer, the replacement page 
forgery is immediately detectable by a human – even without the need to 
independently calculate the IVCs.  

 

F655E0E3   C4D479D3   72FEBD09   B05BDACE   854F4DFD   E71C9B44 

Page 3 of 5

I give Eve $1,000,000.00 (One Million Dollars).  I give Bob $1.00 (One Dollar).

 

Fig. 11:  Tampered Page Three  

 

However, suppose Eve considers herself clever, and forges the footer on her 
replacement page.  When Lance retrieves the copy of the Will 20 years later, he will 
scan it and perform an OCR process.  Naturally, handwritten markings, will be 
excluded from the OCR.  A special process, similar to what Alice used to render her 
Will tamper-evident, will generate the data streams from the printed characters, 
excluding the contents of the footer boxes, and reproducing the IVCs for 
comparison with those that are shown in the footer boxes.  

 



 

 

After ensuring that the OCR process is error-free, perhaps with assistance of a 
spell-checker, there will be several glaring mismatches between the printed and 
reproduced IVCs.  It is an easy diagnosis, in this simple example, that all IVCs that 
include page three are in error, whereas IVCs that do not include page three are 
correct.  Thus, identifying page three as problematic is straightforward.  Because 
this forgery is nearly trivial, if Lance tries swapping the names Eve and Bob, that 
guess will result in proper matches for all IVCs, and Lance will then know, with 
certainty, the content of Alice’s Will at the time she initially printed it.  

 
One way such a capability can be used within the legal system would be for 

notaries, such as Nancy in the hypothetical example, to identify an IVC for the 
document in the notary record book. Currently, document titles are identified, but 
proving that document titles match has no value for ensuring that a later-identified 
document is the same one. Additionally, when contracts are signed, the parties can 
enter the IVC for the contract in some non-confidential contemporaneous 
communication that can later be easily found. 

XIII.      SUMMARY  

Multiple design choices were described for blockchain systems: cardinal vs. ordinal 
date proof, internal vs. external data storage, cleartext vs. ciphertext, fixed vs. open 
format, and distributed vs. centralized chain control.  Different variations use 
different trade-offs; for example, a blockchain with internal data storage may suffer 
from bloat, whereas external storage designs require additional reliable storage 
capacity in order to maintain compactness of the blockchain itself.  Centralized 
chain control provides more predictability, and is easier to monetize.  Additionally, 
confidential documents held in secrecy can be registered by digital fingerprints in 
some architectures.  Ordinal-only date proof may be acceptable for some uses, but 
more value can be obtained in other applications by providing cardinal date proof 
for each block.  The ability to register website documents with cardinal date proof 
can be a potentially disruptive technology for internet usage.  An example was 
provided of cardinal date proof for documents in existence no later than 
19 March 2009, along with a unique capability for establishing a no-later-than date-
of-existence of 3 February 2010 for documents that are available only in printed 
copies, without the original digital files.  The positions expressed herein are the 
opinion of the authors alone and are not the positions of any other organization.  
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